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Abstract—The Joint Directors of Laboratories fusion model
is adequate as a functional description, but falls short as a
formal design guide for the application of logical inference under
uncertainty for high-level information fusion. We propose a
formal construct called the Scientific Inquiry Fusion Theory,
with three stages of explanation, prediction and generalisation
aligned with the corresponding inferences of abduction, deduction
and induction. We first define fusion as formal models without
uncertainty, in which the corresponding logical inference patterns
can be used for solving fusion problems. Then, we extend these
formal models with uncertainty through probabilistic graphical
models, where fusion processes are realised by statistical queries
and learning algorithms based on the sound unification of
Probability Theory, Mathematical Logic and Machine Learning.
Finally, we demonstrate the application of this formal high-level
information fusion framework with an example of automated
maritime security situation and threat assessment.

Keywords: statistical relational learning, frameworks for
multi-level fusion processes, situation and intent assess-
ment, behaviour classification, probabilistic graphical mod-
els, logic-based fusion

I. INTRODUCTION

We consider situation awareness as the sensation of observ-
ables in the environment, the perception of objects formed
from observables across volumes of time and space, the
comprehension of situations involving these objects, and the
projection of scenarios into the future [1]. Comprehension
and projection may be supported by High-Level Information
Fusion (HLIF) based on the sequence of events observed, with
situations ultimately represented by sets of propositions. These
events may be considered in closed or open environments, at
different levels of abstraction, as incomplete and uncertain,
as ambiguous and context sensitive. Thus, we require an
expressive, adaptive and unified fusion system with the ability
to handle uncertainty and inferences efficiently.

The Joint Directors of Laboratories (JDL) fusion model is
largely descriptive, though a range of more formal variants and
extensions (see Fig. 1) such as the Data Fusion Information
Group (DFIG) [3] and State Transition Data Fusion (STDF) [4]
amongst many others have been proposed. These are all ade-
quate to describe the functional architecture but fall short in the
provision of a readily-implementable formal specification of
the fusion processes of prediction, explanation and observation
needed to develop a fusion system. In particular in [6], the au-
thor attempts to express estimation, relationships, entity states

and situation recognition as conditional probabilities based
on Bayes theorem. Many processing techniques and methods
have been employed in data fusion systems, as summarised in
[3], [5], [6], [7], and include probabilistic theories, machine
learning, data mining, information extraction, and logics with
formal semantics [8]. These traditional techniques have usually
been applied in isolation to HLIF problems. Thus, it is not
surprising that familiar issues and limitations resurface; such
as expressiveness, computational complexity, the knowledge
acquisition bottleneck, and the semantic challenge [4]. In
summary, there has been a dearth of formal, unified techniques
applied to HLIF that may simplify design.

Figure 1. The JDL data fusion model [2].

In recent years, however, a new unified framework termed
Probabilistic Logic Learning (PLL) after [9] has emerged. PLL
addresses traditional limitations by integrating Probabilistic
Graphical Models (PGMs) [10] with expressive knowledge
representation formalisms of first order (and higher) logic, and
machine learning. The space of PLL methods is illustrated
in Fig. 2. To illustrate the comprehensiveness of the PLL
framework, consider that First Order Logic (FOL), Bayesian
Networks [11], Hidden Markov Models (HMM) [12], and so
on, are all special cases of Markov Logic Networks (MLN)
[13]. The idea of defining information fusion as a formal
model is not new, where PGMs as inference frameworks have
been used and proposed in [14], [15], [16], [17], [18], [19],
[20] among others.

We generalise these ideas by proposing a model-based
approach to HLIF based on the PLL framework, formally
defining the information fusion models and incorporating their
functions and processes with abductive, deductive and in-



Figure 2. Probabilistic Logic Learning (PLL) with example technologies and
their features shown in colour.

ductive logical inferences, providing precise mechanisms and
algorithms for the most probable explanation of past events,
the most probable prediction of future events, and automatic
knowledge acquisition (learning). These mechanisms and al-
gorithms provide formal specifications to build intelligent and
practical HLIF systems, where models and new theories can be
learned from data or user interactions [21] and even unknown
objects can be handled [22]. It also allows easier integration
between different levels of fusion and resource management,
with background knowledge and shared information among
entities, with more robust and efficient statistical learning [23].
We refer to this set of principles for HLIF as the Scientific
Inquiry Fusion Theory (SIFT).

We briefly review current STDF models in Section 2. We
then describe the required fusion inference patterns from phi-
losophy and logic, and use them to formally define the fusion
processes in Section 3. Section 4 extends the fusion process
model into probabilistic graphical models within the unified
PLL framework. Section 5 describes application examples
using the new framework.

II. THE STATE TRANSITION DATA FUSION MODEL

The Joint Directors of Laboratories (JDL) data fusion levels
[2] and Endsley’s human situation awareness levels [24] are
aligned [4] as illustrated in Fig. 1. Level 0 identifies detections
from the data. Level 1 identifies objects from these detections
over time. Level 2 examines relationships between these
objects to uncover situations. Level 3 considers the possible
scenario consequences of these situations into the future. Ac-
tivity above the track level (level 2) is often referred as HLIF,
which is our focus. HLIF is the machine counterpart to human
comprehension and projection, and so is concerned with
abstract information, e.g. semantic relationships, expectations
and consequences, capabilities, purpose and intent. In Defence
and security applications this abstract information specifically
attends to anomalous, abnormal and illicit situations and their
projections of threats.

We focus on the STDF model by Dale Lambert [4], as
shown in Fig. 3, where the world is understood in terms of
a sequence of states over a sequence of time steps (State
Transitions) through a common fusion process. The fusion
process concerns the prediction, observation and explanation
of state transitions in the world. The STDF model describes the
fusion process as recursive according to: observes-to-explain;
explains-to-predict; and predicts-to-observe. While the STDF
model describes what to explain, predict and observe, we
reformulate it and focus on how to explain, predict and learn
by defining the fusion process as formal models. This permits
the fusion process to be associated with formal mechanisms
and algorithms provided by these formal models. We introduce
learning into the fusion process, and admit hidden states for
fusion problems with state uncertainty.

Figure 3. The functional architecture of the STDF model [4].

III. INFERENCE PATTERNS AND FUSION PROCESSES

A. Inference Patterns in Philosophy

In philosophy, the inferential theory of Peirce (1839-1914)
identified three forms of reasoning: abduction, deduction and
induction aligned with three stages of scientific inquiry: ex-
planation, prediction and generalisation [25].

When confronted with a number of observations she
seeks to explain, the scientist comes up with an
initial hypothesis; then she investigates what other
consequences this theory, were it true, would have;
and finally she evaluates the extent to which these
predicted consequences agree with reality.

The first stage, which involves deriving a hypothesis to explain
the causes of observations, Peirce called abduction. The sec-
ond stage, deriving predictions from a suggested hypothesis,
is called deduction. The third stage, generalising the new
theory from the observed examples to wider populations
after estimating the credibility of that hypothesis, is called
induction.

B. Inference Patterns in Logic

Inference patterns in logic solve different problems which
makes them suited to particular tasks. For example, abduction
is often used to tackle tasks such as planning, diagnosis,



recognition and language understanding. Deduction is used
to predict, estimate, or classify states and the consequences
of future events; while induction is used to learn new theo-
ries, parameters and structures of graphical models. Inference
patterns in logic follow Peirce’s syllogistic characterisation
where abductive hypotheses primarily provide explanations,
inductive hypotheses provide generalisations and deduction
derives consequences. The formal definitions of abduction,
deduction and induction in logic (logic programming) are
given as follows with respect to three languages: LB the
language of background knowledge, LO the language of
observations/examples, and LH the language of hypotheses.

Definition 1: Given a theory T ≡ B ∪ H where B ⊆ LB
and H ⊆ LH , deduction in logic involves the derivation of
consequences O ⊆ LO of the logical theory T in a formal
system,

B ∪H |= O (1)

A consequence c ∈ O is called a prediction of T .
In logic programming, the entailment operation |= is per-
formed by resolution where a sentence c is a consequence of
T if and only if T ∧¬c can be shown to be false. A resolution
proof consists of a series of resolution inference steps which
generate the empty or false clause given T ∧ ¬c as input.

Definition 2: Given background knowledge B ⊆ LB and
an observation O ⊆ LO, abduction in logic involves finding
hypotheses H ⊆ LH such that:
• B ∪H |= O, and
• B and H are consistent

The set of ground hypotheses H is said to provide an abductive
explanation for O. Abduction involves inferring cause from
effect and works in the reverse direction to deduction in which
effect is inferred from cause. Abduction is widely used in
action planning, recognition, detection, diagnosis and scientific
theory formation.

Definition 3: Given background knowledge B ⊆ LB , and a
set of examples (ground clauses) O ≡ E+ ∪E− where E+ is
a set of positive examples, E− is a set of negative examples.
Induction in logic involves the construction of hypotheses H ⊆
LH as a set of rules that satisfy the conditions:
• Prior satisfiability: B ∪ E− 6|= ∅;
• Posterior satisfiability: B ∪H ∪ E− 6|= ∅;
• Prior necessity: B 6|= E+;
• Posterior sufficiency: B ∪H |= E+.

The hypotheses H constitute the generalisation of O given B.
Induction is widely used in knowledge discovery and machine
learning.

C. Reformulating the STDF Fusion Processes

With these inference patterns defined we can now formally
express the STDF fusion process model [4]. STDF defines a
common fusion process for each of the JDL Levels 0 to 3 as
an explanation of the world through prediction and observa-
tion: observes-to-explain, explains-to-predict and predicts-to-
observe sub-processes. We assert this recursive fusion process
to be the scientific inquiry fusion theory, as illustrated in Fig 4,

where the observes-to-explain corresponds to abduction (ex-
planation); explains-to-predict to deduction (predictions); and
predicts-to-observe to induction (generalisation or learning).

Figure 4. The Scientific Inquiry Fusion Theory (SIFT) inference model
consists of three stages: Abduction (Explanation), Deduction (Prediction) and
Induction (Generalisation), corresponding to the fusion process of observes-
to-explain, explains-to-prediction and predicts-to-observe in STDF model
respectively.

As described in [4], at any time step t where t is a positive
integer, the world of interest is represented as a state vector
state(t). The output (state estimation) from the lower level is
the input (observation) to the higher level. The fusion process
is thus recursively defined as follows, referring to Fig. 4:

1) Observation: At time step t, the agent observes the world
through sensors or sources to get an observation Ot.

2) Explanation (Abduction): The agent then uses its back-
ground theory T ≡ B in an attempt to find a subset
of hypotheses ∆ ⊆ H to explain the observation Ot in
accordance with Definition 2, such that B ∪∆ |= Ot.

3) Prediction (Deduction): With the subset of hypotheses
∆ and the background knowledge B, the agent tries
to predict the consequences of any unknown event of
interest, e.g. the next state of the world, state(t + 1) in
accordance with Definition 1.

4) Generalisation (Induction): The agent then tries to gener-
alise these hypotheses ∆ into a theory Th in accordance
with Definition 3 for use in the future. The new theory
becomes T ′ ≡ T ∪ Th.

5) Evaluation/Knowledge Base Update: The agent then tries
to evaluate the new theory T ′ with the new observation
O′ ≡ Ot+1. If observation O′ is predicted by T ′ i.e.
T ′ |= Ot+1, then the agent updates the training data by
adding a positive example. Otherwise, the agent updates
the training data by adding a negative example.

Note that the three core stages of scientific inquiry Expla-
nation, Prediction and Generalisation occur within the fusion
process cycle at time step t, while Evaluation leads the fusion
process into the next fusion process cycle at time step t + 1.
As we can see that as the fusion process cycles around, the
model of the fusion process stored in the Knowledge Base



KB is built up and improved. During this learning process,
new predicates can be invented to uncover previously unknown
knowledge. The Explanation and Prediction operations can be
invoked within the models in any order, while the learning
process helps provide the best explanations of past events and
best prediction of future events. This fusion model is referred
to as the Scientific Inquiry Fusion Theory (SIFT) because it
is aligned with the three stages of scientific inquiry.

IV. THE UNIFIED SCIENTIFIC INQUIRY FUSION THEORY

In this section we demonstrate how the different inference
patterns can be extended to the PLL framework. A wide
range of frameworks based on the integration of Probabilistic
Graphical Models, Logics (e.g. First Order Logic used in
Logic Programming), and Machine Learning [9], [26] are
available. We focus on two forms: State-Observation using
HMMs as the modelling language and undirected probabilistic
graphical models using MLN (the integration of First Order
Logic and Markov Networks). However as indicated earlier,
we are not limited to these choices.

A. State-Observation Models

In a state-observation model the system dynamics (state
model) is separate from the observation model.

Definition 4: [12] A Hidden Markov Model, HMM, is a 5-
tuple, 〈S, V,A,B, π〉, where S = {s1, s2, . . . , sN} is a set of
N states; V = {v1, v2, . . . , vM} is a set of M distinct obser-
vations, which correspond to the physical output of the system
being modelled; A = {aij} is the state transition probability
distribution matrix where aij = P (sj |si) for 1 ≤ i, j ≤ N ;
B = {bj(k)} is the observation probability distribution matrix
in state sj where bj(k) = P (vk|sj) for 1 ≤ j ≤ N and 1 ≤
k ≤M ; and π = {π1, π2, . . . , πN} is the initial state probabil-
ity distribution. For convenience, the notation λ = 〈A,B, π〉
is used to indicate the complete parameter set of the model.

Given a HMM, three basic problems can be solved effi-
ciently. These problems correspond to the fusion processing
tasks: prediction (deduction), explanation (abduction) and
learning (Induction), which we formulate as follows:
• Explanation (Recognition): Given a HMM model λ =
〈A,B, π〉, the best explanation for a sequence of length
l of observations O = o1o2 . . . ol is the state sequence
Q = q1q2 . . . ql with maximum likelihood:

Q∗ = arg max
Q

P (Q|λ,O)

= arg max
Q

∆(Q) (2)

where

∆(Q) = πq0bq1(o1)

l∏
t=2

aqt−1qtbqt(ot). (3)

where q0 is the initial state. Similarly, we can also update
the view of past state qt for t < l based on the observation
sequence O:

P (qt|λ,O), for 1 ≤ t < l (4)

This is an example of explanation with hindsight.
The Viterbi algorithm [5, pages 206-207] allows us to
find the optimal state sequence Q∗ efficiently.

• Prediction (Classification): Given a HMM model λ =
〈A,B, π〉, the prediction of a sequence of observations
O = o1o2 . . . ol, is to compute the probability of P (O|λ):

P (O|λ) =
∑
Q

P (O|Q,λ)P (Q|λ) (5)

This problem may also be viewed as a classification
problem: how well a given model matches a given
observation sequence. For example, if there are several
models λ1, λ2, . . . , λk, the probability of each can be
found so that the observing sequences can be classified or
evaluated. Thus, the Maximum Likelihood can be used:

class(O) = arg max
k

P (O|λk) (6)

The solution can be efficiently calculated by the Forward
Backward algorithm from Dynamic Programming [23].

• Supervised learning (Inductive learning or model selec-
tion):
Given an observation sequence O, and the corresponding
hidden sequence Q, inductive learning computes the most
likely model λ that produces those sequences:

λ∗ = arg max
λ

P (O,Q|λ). (7)

This can be solved by counting instances of hidden
state transitions and output state emissions; using relative
frequencies as estimates of the transition probabilities of
λ.

• Unsupervised learning (Abductive learning): Given an
observation sequence O, compute the most likely set of
parameters λ that produce this sequence:

λ∗ = arg max
λ

P (O|λ). (8)

This can be solved using the Baum-Welch algorithm [5,
pages 300-303] which produces the maximum likelihood
estimate.

B. Markov Logic Networks

A MLN is a sound unification of First Order Logic and
Markov Networks1, which are undirected probabilistic graph-
ical models. A traditional First Order Logic knowledge base
can be viewed as a set of hard constraints on a possible world,
such that if a world violates even one formula, the probability
of that world is zero. In a MLN, these hard constraints
are softened by attaching a weight to each formula in the
knowledge base. A formula’s weight reflects how strongly
it imposes the constraint on possible worlds: the higher the
weight, the lower the probability of a world that violates it.

Definition 5: [13] A Markov Logic Network, ML,C , is a
set of pairs 〈Fi, wi〉 where Fi ∈ L is a first order formula
of the language L and wi is the corresponding real value

1Also known as Markov Random Fields.



weight. Given a set of constants C, the ML,C defines a
joint probability distribution over a set of Boolean variables
X = (X1, X2, · · · , Xn) ∈ χ, where each variable Xi is a
ground atom, χ is the set of all possible worlds:

P (X = x) =
1

Z
exp

(∑
i

wini(x)

)
=

1

Z

∏
i

φi(x{i})
ni(x).

(9)
where ni(x) is the number of true groundings of Fi in the
world of x, x{i} is the state (truth values) of the atoms
appearing in Fi, φi(x{i}) = ewi and Z is a normalization
term obtained by summing P (X = x) over all values of X:
Z =

∑
x exp(

∑
i wini(x)).

A ML,C defines a log-linear model (or equally a product
of potential functions) of a Markov Network given a set of
constants. In the graphical structure of ML,C , each ground
literal is a node and every pair of ground literals that appear
together in some grounding of some formula are connected by
an edge. Thus the atoms in each possible grounding formula
Fi in L form a clique in ML,C . Each clique possesses a feature
fi whose value is 1 if the corresponding grounding formula is
true and 0 otherwise.

Given a ML,C and its joint distribution function defined in
Eq. (8), a number of probabilistic inferences (queries of the
model) can be performed. A MLN can also be learned from
a dataset.
• Prediction (Conditional probability queries): the proba-

bility that a formula Fi holds given that Eq. (9) and Fj
holds in ML,C :

P (Fi|Fj ,ML,C) =
P (Fi ∧ Fj ,ML,C)

P (Fj ,ML,C)

=

∑
x∈χFi

∩χFj
P (X = x,ML,C)∑

x∈χFj
P (X = x,ML,C)

(10)

where χFi , χFj are the sets of possible worlds where Fi
and Fj hold respectively. Note that Fi can be an arbitrary
formula that can be grounded in ML,C . This means that
Fi does not have to be in the ML,C . New complex events
(formulae) can be constructed and queries on them over
the ML,C can be performed. Algorithms for probabilistic
queries include exact inference, loopy message passing
and sampling methods.

• Explanation (MAP/MPE): This relates to finding the most
probable truth assignment (most likely state of the world)
for a given set of ground literals E = e

Q∗ = arg max
Q

P (Q|e,ML,C) (11)

This can be solved by a number of inference algorithms,
including iterated conditional modes, simulated anneal-
ing, belief propagation, graph cuts and linear program-
ming relaxation.

• Parameter Learning: Given a database, MLN parameters
can be learned. A widely used method for MLN weight

learning is based on the so-called Pseudo-Likelihood:

P ∗w(X = x) =

n∏
l=1

Pw(Xl = xl|MBx(Xl)) (12)

where MBx(Xl) is the state of the Markov blanket of Xl

in the data. The gradient of the Pseudo-Log-Likelihood
is:

∂

∂wi
logP ∗w(X = x) =

n∑
l=1

[ni(x)− Pw(Xl = 0|MBx(Xl))

ni(x[Xl=0])− Pw(Xl = 1|MBx(Xl))ni(x[Xl=1])]
(13)

where ni(x[Xl=0]) is the number of true groundings of
the ith formula when we force Xl = 0 and leave the
remaining data unchanged, and similarly for ni(x[Xl=1]).
The Maximum A Posteriori probability (MAP) inference
for explanations above can also be used for weight
learning.

• Structure learning by model selection: This relates to
learning a network structure from data (recalling that a
network structure corresponds to a ‘soft’ first order logic
formulae). There are two types of solution to this problem
[10]: constraint-based approaches, which search for a
graph structure satisfying the independence assumptions
that we observe in the empirical distribution; and score-
based approaches, which search for a high-scoring model
based on a hypothesis space consisting of a set of possible
networks and objective functions for different models.
The basic objective function is the likelihood of the
training data, defined as:

scoreL(M : D) = max
θ∈Θ[M]

lnP (D|M, θ)

= `(
〈
M, θ̂M

〉
: D), (14)

where θ̂M is the maximum likelihood parameters compat-
ible with M, and Θ[M] is the set of parameterizations
θ compatible with the model M for the dataset D. A
number of objective functions have been developed by
extending the basic function including the Bayesian In-
formation Criterion (BIC) score, Laplace approximation,
and MAP score. See [10] for further details.

• Structure learning by ILP: Inductive Logic Programming
techniques such as ALEPH [21] and CLAUDIEN system
[27] can also be used for MLN structure learning.

C. Fusion Processes in Probabilistic Graphical Models

Having defined the inference operations for HMMs and
MLNs, we extend the fusion process model for the general
case of PGMs.



Figure 5. The fusion process model in which prediction, explanation and
learning are performed on PGM’s. The same process applies at each JDL
fusion level where the output of the lower level is the input to the higher
level.

As summarised in Fig 5, the fusion processes in each JDL
fusion level operate on a PGM as recursively defined below:

1) Observation: At time step t, the agent observes the
world through sensors or sources to get a sequence of
observations O = o1o2 · · · ot.

2) Explanation (Abduction): The agent then attempts to use
the model λ to find the hypothesis state sequence Q =
q1q2 · · · qt with the maximum likelihood in accordance
with Eq. (4) to best explain O.

3) Prediction (Deduction): With the best hypothesis state
sequence Q and the model λ, the agent tries to predict
a new observation sequence O = o1o2 · · · ot+1 in accor-
dance with Eq. (2), or classify O in accordance with Eq.
(3) if there are k models λ1, λ2, · · · , λk where k is an
integer.

4) Generalisation (Induction): The agent then tries to gen-
eralise the hypothesis state sequence Q and the new
observation sequence O by updating the model λ in
accordance with either Eq. (7) or Eq. (8) for use in the
future.

5) Evaluation/Knowledge Base Update: The agent then tries
to evaluate the new model λ with Q = q1q2 · · · qt+1

and O = o1o2 · · · ot+1. If the prediction of the new
observation O with Q is the most likely, then, the agent
updates the training data by adding a positive example.
Otherwise, the agent updates the training data by adding
a negative example. The agent then updates the model λ
with the new training data.

Similarly for Markov Logic Networks, in Step (2), Ab-
duction (MAP/MPE) finds the most likely state of the world
in accordance with Eq. (11). In Step 3, Deduction computes
the probability of a formula. In Step (4), Induction performs
parameter learning with Eq. (12) and structure learning in
accordance with Eq. (14), or by Inductive logic programming.

Note again that, the three stages of scientific inquiry in-
ferences, Explanation, Prediction and Generalisation together
with Observation form a fusion process cycle, while Evalua-

tion leads the fusion process into the next cycle. As the fusion
process continues, the fusion models, KB (parameters models
λs and structural models Ms) are built-up and improved.

V. APPLICATION EXAMPLE

A. Problem Formulation

To illustrate application of the framework, Table I poses
several popular fusion problems in terms of HMM and MLN
models which we detailed previously.

Domain L1(Object) L2(Situation) L3(Scenario)
IE Syntax Semantic Story
ER Multiple records Matching Identity context
LP Individuals/features Social network Future network
AR Action features Behaviour Future actions
IR Action/perception

features
Behaviour Goals

Model HMM HMM MLN

Table I
EXAMPLE HLIF DOMAIN PROBLEMS.

Information Extraction (IE) involves parsing the syntax of
sentences in natural language in documents into semantic
events, which may in turn be aggregated over many different
documents to assemble a news story. Entity Resolution (ER)
identifies multiple records that relate to the same real-world
entity and reconciles those relationships to attain its identity.
Given the current links in a social network, Link Prediction
(LP) attempts to predict future links. Activity Recognition
(AR) determines the current behavioural actions of an agent
from a series of observations to project its past or future
actions. Intent Recognition (IR) determines the goals of an
agent from behavioural observations and inference on the
perceptions of the agent.

Consider an IR task for recognising Maritime Illicit Intent
(MII) from kinematic data sourced from the Automatic Iden-
tification System (AIS)2. In our MII task, the kinematic data
is first fused into primitive action features (Level 1) and then
into sequences of more complex behaviours (level 2). Finally,
they are combined with any other context information then
aggregated and projected to form scenarios (level 3), which
may be associated with high-level intentions. An intention of
an agent can be represented in the form of G⇒ A1∨· · ·∨Ak
or as a set of rules of the form Ai ⇒ G, where Ai is a
sequence of actions, G is a goal (intent). For the former
representation, abductive inference is used to recognise the
intent, while deductive inference is used for the latter. As
illustrated in Fig. 6, the intent recognition problem is solved by
first finding the most probable sequence of behaviours (states)
with abductive inference via HMMs, then predicting the intent
given the sequence of behaviours with deductive inference via
MLNs.

2http://www.marinetraffic.com/ais/



Figure 6. An example of combining models using SIFT for HLIF, where
the intent recognition is achieved by two stages of scientific inquiry; namely
explanation (abduction) via a HMM and prediction (deduction) via a MLN.

B. Level 2 Fusion - Behaviour Classification Using HMMs
In the MII example, vessel behaviour classification is im-

plemented using HMMs. Assume that the AIS data is pre-
processed according to changes in object (vessel) kinematic
attributes of speed, course, latitude and longitude into tracking
features. Vessel behaviour is assessed based on these track
features as described in Table II (see [28] for more details).

Behaviours S Description V
Anchored b1 Near a port with zero speed. 1
Departing b2 Speed from zero to non-zero at a port. 2
Transiting b3 Maintaining a non-zero speed with only

mild changes of course over ground.
3

Manoeuvring b4 Maintaining a non-zero speed with a sub-
stantial change of course over ground.

4

Loitering b5 Not in port and with limited displacement
for an extended period.

5

Arriving b6 Speed from non-zero to zero at a port. 6

Table II
VESSEL BEHAVIOUR BASED ON DYNAMICAL TRACK FEATURES.

Figure 7. Vessel behaviour state transition.

In the HMM, the observations are the set of track feature
vectors denoted as V = {1, · · · , 6}; the states are the set
of vessel behaviours denoted by S = {b1, · · · , b6}; the state
transition diagram is shown in Fig. 7. The HMM can be
easily implemented in Programming In Statistical Modeling
(PRISM) [23], as shown in the listing below.
v a l u e s ( i n i t , [ b1 , b2 , b3 , b4 , b5 , b6 ] ) .
v a l u e s ( o u t ( ) , [ 1 , 2 , 3 , 4 , 5 , 6 ] ) .
v a l u e s ( t r ( ) , [ b1 , b2 , b3 , b4 , b5 , b6 ] ) .
hmm(O) :− o b s l e n g t h (N) , msw( i n i t , S ) ,hmm( 1 ,N, S ,O ) .
hmm( T , N, , [ ] ) :− T > N, ! .
hmm( T , N, S , [ Ob |Y] ) :− msw( o u t ( S ) , Ob ) ,

msw( t r ( S ) , Next ) , T1 = T + 1 ,hmm( T1 , N, Next ,Y ) .
o b s l e n g t h ( 1 0 ) .

Listing 1. Code segment in PRISM for implementing the HMM.

To make the HMM work, we populate the parameters A,
B and π. In PRISM, this can be done in two ways. By
manually setting the initial parameters and generating samples,
parameters can be learned from these samples using the
Expectation-Maximization (EM) algorithm [29]. Alternatively,
we can learn from the training data set using EM learning or
Viterbi Training (VT). Once we have the HMM, Explanations
and Predictions can be performed. Fig. 8 is a screenshot
of example inferences, where the most likely sequence of
hidden states for the given O is generated as expected using
the VT learning mode, where the first query is explanation
(abduction), while the second one is a prediction (deduction).

Figure 8. Example inference outputs from PRISM: given a sequence of
observations 1, 1, 1, 1, 2, 3, 3, 3, 3, 6, the HMM model generates the most
likely sequence of states Anchored,...,Departing, Transiting,..., Arriving.

C. Level 3 Fusion - Intent Recognition Using MLNs

We now demonstrate Predictions (deduction) that can be
derived from the model. Given a sequence of behaviour states
Q most likely generated by HMM for a given sequence of
observations O, we are interested in predicting the vessel
expected future behaviour. Consider that a vessel Captain
intends for some time t, to conduct legal or illegal activities.
An intent may be characterised by sequences of behaviours
of an agent. We align normal and illicit intentional activities
to sequences of behaviour according to sets of rules (which
may of course be learned from data). For instance, a route
consisting of a sequence of behaviours is considered to be an
Abnormal Activity (AA) if it contains any b4 (Manoeuvring) or
b5 (Loitering) actions. Fig. 9 shows two example sequences of
behaviours: one is abnormal because it contains two Manoeu-
vring (b4) movements; the other represents Normal Activity
(NA) because it only contains Anchored (b1), Departing (b2),
Transiting (b3), and Arriving (b6) behaviours.

Figure 9. Example vessel behaviour sequences generated by the HMM.

Considering the incompleteness and noisiness of data, and
the integration with other contextual information for the rules,
a MLN is a natural choice for addressing the intent recognition
problem. For example, rules for defining suspicious intentions
can be represented as a MLN in Alchemy as listed below,
where the domain (database) is modelled as follows: a Vessel
v has one or more Routes r; a Route r has a number of
Tracks t each of which has a Behaviour b, each instance of
a track has a unique identifier;s is a state (behaviour) symbol



in S. V RB(v, r, b) indicates that a behaviour of the vessel v
on a route r is b; Beh(b, t, s) indicates that the behaviour
b on a track t is denoted by s. The track t is an integer
used for ordering the sequence of behaviours along a route.
AA(v, r, ts, te) is a query predicate for abnormal activity in
the MLN model, ML,C where ts, te is the start and end track
number respectively for a given vessel v and a given route r
generated by a HMM in Level 2 fusion.

0 . 8 VRB( v , r , b ) ˆ Beh ( b , t , s ) ˆ t >= t s ˆ t <= t e
ˆ s = b3 => AA( v , r , t s , t e )

0 . 6 VRB( v , r , b ) ˆ Beh ( b , t , s ) ˆ t >= t s ˆ t <= t e
ˆ s = b5 => AA( v , r , t s , t e )

Listing 2. Code segment in Alchemy for implementing rules in the MLN
model.

Given ML,C , we can construct formulae we would like to
query the model, i.e. P (AA(v, r, ts, te)|ML,C). We do not
demonstrate the Generation (Induction) step here due to space
limitations. Generation corresponds to structure or parameters
learning from training datasets.

VI. CONCLUSION

We have proposed and formally described two variants of
a fusion process. The first formalised the use of the State
Transition Data Fusion model into a first order theory of
the three stage scientific inquiry inference model, where the
fusion processes observes-to-explain, explains-to-predict, and
predicts-to-observe were associated with abduction, deduction
and induction in the inference model respectively. The second
extended the model further into a probabilistic form suitable
for Probabilistic Graphical Models whose implementations
come equipped with formal mechanisms and algorithms for
inference and learning. Thus, solving a HLIF problem is
reduced to training models from given data sources and the
sequencing of inference queries. We illustrated the application
of this framework on a maritime security anomaly problem
using a Hidden Markov Model and Markov Logic Network.
Of the 3 core stage of the process, we demonstrated the
Explanation and Prediction and not Generation stage, which
may have been achieved by structure and parameter learning
in the case of the MLN, noting that training data from the
Observation stage would be required. Further investigation is
planned to address the automation of “meta-cognitive” and
resource control processes in SIFT.
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